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Abstract

Measuring sentiment from financial news is a central task in economics and finance, yet
most existing indicators rely on dictionary-based approaches that infer sentiment from word
counts and only partially capture context, negation, and semantic structure. This paper pro-
poses a framework for constructing daily news mood indices using transformer-based lan-
guage models and evaluates whether they better represent sentiment than dictionary-based
alternatives. Using 143,755 financial news articles from Factiva, we classify sentiment at
the sentence level with FinBERT and aggregate these predictions into article-level and daily
sentiment measures through alternative normalization schemes. We compare the resulting
indices with benchmark measures based on Shapiro et al., 2022 and Barbaglia et al., 2025.
A central contribution is the validation of alternative sentiment measures against human
judgments. We conducted an incentivized annotation exercise in which 444 participants
evaluated a validation subsample of 588 financial news articles. Consensus ratings from
independent human evaluations serve as an external benchmark for assessing the quality
of automated sentiment measures. Across correlation, regression, and classification exer-
cises, transformer-based measures show stronger agreement with human judgments than
vocabulary-based alternatives and perform substantially better in distinguishing positive,
neutral, and negative articles. Overall, the results suggest that incorporating contextual in-
formation through transformer-based language models produces sentiment measures that
more closely reflect human assessments of financial news.

JEL codes: C55, C81, E32, E37, G14
Keywords: financial news sentiment; daily mood indices; transformer-based language models;

FinBERT; text-as-data; human validation
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Non-technical summary

Every day, financial news shapes the way investors, businesses, and policymakers understand
the economy. But how can we reliably measure whether the news is generally optimistic or
pessimistic? For years, researchers have relied on simple tools that essentially count positive
and negative words in news articles. Although useful, these methods often miss the meaning
behind the words—struggling with context, negation, or phrases where a negative word actually
signals something positive.

This paper explores a smarter way to measure the “mood” of financial news using modern
artificial intelligence. We use advanced language models—the same type of technology behind
recent Al breakthroughs—that are designed to understand the meaning of sentences, not just
individual words. We analysed nearly 144,000 financial news articles to build daily indicators
of news sentiment.

To test whether this Al-based approach truly works better, we compared it with real human
judgement. We asked 444 people to read and rate a sample of financial news articles as positive,
neutral, or negative. Their combined opinions provided a reliable human-based benchmark for
comparison.

The results are clear: the Al-based approach agrees with human judgment much more
closely than traditional word-counting methods, and it is especially better at distinguishing
good news, bad news, and neutral news.

Inshort, by teaching computers to understand the meaning and context of financial news—rather
than just counting words—we can create sentiment measures that more accurately reflect how
people actually interpret the news. This has valuable implications for economists, investors,

and policymakers who depend on understanding the mood of the markets.

1 Introduction

Timely information on the state of the economy is essential for both policymakers and market
participants. However, core macroeconomic aggregates—such as GDP, employment, and infla-

tion—are typically observed at relatively low frequency and are released with non-negligible
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publication lags. A range of approaches has been developed in the economic literature and
in practice to address this informational time gap, including “nowcasting” techniques. An
alternative class of models exploits information available across heterogeneous media sources
and formats. A central component of this research agenda is the construction of sentiment,
or “mood,” indices derived from news data, designed to capture systematic variation in the
tone of economic reporting at daily or higher frequencies. For instance, large corpora of news
articles may be transformed into high-frequency time series designed to proxy narratives, ex-
pectations, and “animal spirits”; these metrics are subsequently incorporated into forecasting
and structural modelling frameworks.

In addition to traditional media, recent contributions increasingly exploit high-frequency
digital text, including social media posts (e.g., Twitter/X), online search activity, and other
forms of web-based content. These sources are particularly valuable, as they react very rapidly
to economic developments and may capture dimensions of attention and sentiment that are not
fully reflected in conventional news outlets (Marcucci, 2024).

A rather recent but already widely used benchmark in this stream of literature is Shapiro
et al. (2022), who constructs a news-based measure designed to mimic survey indicators by
combining textual information with a transparent aggregation strategy. Such dictionary- and
co-occurrence-based estimation procedures, valued for their interpretability and scalability,
have become standard tools in economics and finance. At the same time, these approaches
share an important limitation: sentiment is inferred primarily from isolated tokens or local
word co-occurrence statistics, rather than from the broader semantic context in which language
is used.

As a result, they are less well equipped to capture subtleties in sentiment such as negation,
compositional meaning, and context-dependent interpretations of tone. In economic news,
however, polarity is often determined by syntactic structure and pragmatic context. For exam-
ple, modal expressions (e.g., "could worsen") convey uncertainty that affects sentiment, while
domain-specific usage can overturn interpretations: phrases such as "lower inflation" are typi-
cally associated with positive sentiment, whereas "lower growth" conveys a negative outlook.

When sentiment is proxied through word counts, such contextual cues may therefore be over-
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looked, leading to measurement error and systematic misclassification, particularly where tonal
variation is most informative.

Recent research has improved lexicon-based sentiment measurement through more rigor-
ous domain-specific and data-driven approaches. Barbaglia et al. (2025) introduce an Eco-
nomic Lexicon specifically tailored to economic texts, assigning continuous sentiment scores
based on human annotation in economic contexts and improving upon general-purpose and
finance/accounting dictionaries. Similarly, Garcia et al. (2023) construct finance-specific senti-
ment dictionaries using stock-price reactions to assign polarity to words and bigrams. Other
contributions move further toward machine-learning and context-sensitive methods. Frankel
et al. (2022) compare machine-learning and dictionary-based measures of disclosure sentiment
using market reactions as an external benchmark, while Siano (2025) shows how large language
model methods can exploit word context in earnings-announcement disclosures. These contri-
butions highlight the gains from richer textual methods, but leave open whether the resulting
measures more closely match sentiment as perceived by human readers

This paper revisits the construction of daily mood indices by replicating the core analysis
of Shapiro et al. (2022) using a more context-sensitive scoring methodology based on trans-
former language models (Devlin, 2018). Specifically, we employ encoder architectures from
the BERT family, fine-tuned for financial sentiment, to map text into sentence-level sentiment
probabilities that account for full contextual information within sentences. Unlike dictionary-
based approaches, this approach fundamentally alters how sentiment is measured: rather than
relying on counts of positive and negative words, it infers sentiment from the meaning of
each sentence in context. The methodology is designed to enhance measurement accuracy in
settings where dictionary-based methods typically underperform—such as in the presence of
negation, hedging, and complex semantic dependencies—while maintaining the transparent
aggregation framework that underpins the practical utility of news-based sentiment indices in
economic applications.

Our contributions are threefold. First, we construct daily news mood indices using trans-
former encoders within a transparent and reproducible aggregation framework, assessing how

alternative treatments of neutrality, text length, and sentiment imbalance affect the resulting
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time series. Second, we compare the transformer-based indices with a Shapiro-style benchmark
and examine whether deviations arise from sentence composition, publisher mix, and calendar
effects. Third, and most importantly, we provide direct external validation of the competing
sentiment measures through a resource-intensive human annotation exercise, benchmarking
them against independent human judgments and evaluating their performance both in-sample
and out-of-sample.

Operationally, we follow the sequential framework of Shapiro et al. (2022), but we modify
the scoring stage by employing transformer-based language models. Each article is segmented
into sentences, for which we obtain class probabilities across positive, negative, and neutral
categories. These sentence-level predictions are then aggregated to the article level using a
variety of normalization schemes that balance robustness to neutral content against sensitivity
to polarized language. Subsequently, article-level scores are combined across all articles within
a given day to construct daily sentiment time series, controlling for publisher-specific variation
and calendar effects within a fixed-effects framework. Since our dataset is similar to that of
Shapiro et al. (2022), albeit covering a different time period, we compare our daily sentiment
indices against established benchmarks, including the Shapiro-style measure and lexicon-based
indices following the approach of Barbaglia et al. (2025). As a final step, we validate the
alternative sentiment indices through a resource-intensive human-labeling exercise (Ludwig
et al., 2025). Following principles from experimental economics, we recruit a large sample
of paid, incentivized annotators via Prolific (Palan & Schitter, 2018), linking compensation to
performance. Annotators are rewarded for assigning ratings within one Likert point of the
ex-post consensus label for each item—an output-agreement incentive mechanism designed
to discourage low-effort responses when ground-truth labels are costly to obtain (Dasgupta &
Ghosh, 2013). This validation exercise allows us to assess whether differences across indices
reflect only mechanical differences in aggregation or instead correspond to improvements in
sentiment classification relative to a human benchmark.

Empirically, the transformer-based measures differ systematically from the dictionary-based
indices. They produce sentiment distributions that are more dispersed and more polarized,

with greater mass in both the positive and negative tails. This suggests that context-aware
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models classify a larger share of text as sentiment-bearing, rather than neutral. The human-
labeling exercise confirms this pattern: across several evaluation metrics, transformer-based
scores are closer to human annotations than the dictionary-based alternatives. Overall, the
results indicate that replicating the benchmark analysis with transformer-based sentiment is
useful not only as a robustness exercise, but also as a measurement improvement. The resulting
daily mood indices identify sentiment patterns that dictionary-based methods tend to smooth
out and therefore differ meaningfully from existing benchmarks.

The remainder of the paper is organized as follows. Section 2 reviews related work on news-
based indicators and sentiment extraction. Section 3 describes the data and pre-processing
steps. Section 4 introduces the transformer scoring model and the construction of article-level
sentiment indices. Section 5 aggregates these measures into daily mood indices and compares
them to the Shapiro benchmark. Section 6 presents validation results and additional robustness

checks, and Section 7 concludes.

2 Literature Review on Text-Based Sentiment Indices

The literature on text-based sentiment indices in macroeconomics follows a broadly common
pipeline—data collection, text pre-processing, sentiment/semantic extraction, temporal aggre-
gation, and forecasting integration—but differs substantially in the extraction and aggregation
stages, which are the two main sources of methodological heterogeneity. Most studies build
indices from large news archives, with Dow Jones Factiva widely used in Euro Area and Ital-
ian applications (Aprigliano et al., 2023; Ashwin et al., 2024; Barbaglia et al., 2024; Magro &
Saiz, 2025), LexisNexis common in UK and US settings (Rambaccussing & Kwiatkowski, 2020;
Shapiro et al., 2022), and specialized datasets such as Ravenpack and GDELT used in global
macro-finance analyses (Grof3-Klufimann, 2024; Y. Zhang, 2025). Geographic coverage ranges
from country-specific indices (e.g., Italy, Spain, Korea, and the Philippines) to Euro Area and
cross-country frameworks (Aguilar et al.,, 2021; Arcin et al., 2025; Barbaglia et al., 2025; de
Bondt & Sun, 2025; Kalamara et al., 2022; Seo et al., 2024). Pre-processing choices are relatively
standardized (tokenization, lemmatization, stop-word removal), although multilingual corpora

introduce an important trade-off between translation-based harmonization and native-language
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approaches (Ashwin et al., 2024; Barbaglia et al., 2024; Magro & Saiz, 2025).

The key methodological distinction concerns how sentiment is extracted. A first family uses
vocabulary-based methods, in which texts are scored by matching tokens to predefined lexicons
(e.g., positive, negative, or uncertainty terms) and aggregating counts into a sentiment measure.
These methods are transparent, computationally light, and easy to scale to very large corpora,
which makes them attractive for real-time monitoring and replication (Barbaglia et al., 2025;
Kalamara et al., 2022; Shapiro et al., 2022; L. Zhang et al., 2018). Their main limitation is that
they treat words largely in isolation and therefore handle context imperfectly (e.g., negation, in-
tensifiers, semantic ambiguity, and domain-specific meanings), unless dictionaries are carefully
adapted; recent work addresses this through valence shifters and macro-specific lexicons such
as the Economic Lexicon (Barbaglia et al., 2025; Shapiro et al., 2022). Recent work addresses
these limitations through domain-specific lexicons and data-driven refinements: Barbaglia et al.
(2025) develop an Economic Lexicon tailored to economic text, while Garcia et al. (2023) use
stock-price reactions to construct finance-specific sentiment dictionaries based on words and
bigrams.

A second family uses machine-learning and transformer-based models, which exploit richer rep-
resentations of text and contextual information. Frankel et al. (2022) compare machine-learning
and dictionary-based measures of disclosure sentiment using market reactions as an external
benchmark, while transformer-based models such as FInBERT infer sentiment from contextual
embeddings learned through self-attention (Arcin et al., 2025; de Bondt & Sun, 2025; Jiang &
Zeng, 2023; Ravi et al., 2025). More recently, Siano (2025) uses large language model methods
to capture word context in earnings-announcement disclosures. These approaches can better
accommodate complex and ambiguous financial language, but involve lower interpretability,
higher computational costs, and greater dependence on model specification and training data.

Importantly, while existing studies often assess textual measures through downstream eco-
nomic or financial outcomes, direct validation against independent human assessments of the
same texts remains comparatively limited. A related but more specialized strand combines se-
mantic structure and sentiment through topic—sentiment models; these improve interpretability

by linking tone to latent topics, but add modeling complexity and stronger identification as-

ECB Working Paper Series No 3283 7



sumptions (Chen & Mankad, 2025). Beyond extraction, a second central challenge is aggregation,
especially because news is observed at high frequency (often with thousands of articles per day)
while macroeconomic targets such as GDP and inflation are monthly or quarterly. Raw article-
or sentence-level sentiment is typically too noisy and composition-sensitive to use directly, so
studies must choose both a cross-sectional aggregation rule and a temporal smoothing scheme.
Common cross-sectional choices include simple averages, length-weighted averages, diffusion
ratios, and volume-adjusted scores (e.g., summing sentiment or scaling by log news volume)
(Aprigliano et al., 2023; Arcin et al., 2025; Barbaglia et al., 2023; Magro & Saiz, 2025; Y. Zhang,
2025). Temporal aggregation is handled through rolling windows (e.g., 7- or 30-day averages),
month-level fixed effects with outlet controls, or cumulative quarter-to-date measures for GDP
nowcasting (Aguilar et al., 2021; Kalamara et al., 2022; Rambaccussing & Kwiatkowski, 2020;
Seo et al., 2024; Shapiro et al., 2022). In multi-country settings, sentiment is often first com-
puted at the national level and then aggregated using GDP weights; final indices are typically
standardized (z-scores) or rebased to an index level for comparability across time and countries
(Aguilar et al., 2021; Ashwin et al., 2024; Magro & Saiz, 2025; Seo et al., 2024). These aggrega-
tion choices are not merely technical: they determine whether the final daily or monthly index
captures persistent macroeconomic information or instead reflects short-lived news bursts and
changes in source composition.

Finally, sentiment indices are integrated into mixed-frequency forecasting frameworks such
as Bayesian Model Averaging, MIDAS, and regularized regressions (e.g., ridge) (Aprigliano et
al., 2023; Ashwin et al., 2024; Barbaglia et al., 2023; de Bondt & Sun, 2025). Overall, the literature
suggests that vocabulary-based approaches remain strong and interpretable baselines, while
transformer-based methods increasingly provide additional predictive gains when contextual
interpretation and topic-specific tone are important for the forecasting target (Kalamara et al.,

2022). In the Appendix, a summary is provided in Table B.4.

3 Data and Construction of Sentiment Indices

This section describes the construction of the sentiment measures used in the empirical analysis.

We first present the news corpus and the sample selection criteria. We then describe the
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transformer-based approach, which classifies sentiment at the sentence level and aggregates
sentence-level predictions into document-level indices. Finally, we introduce vocabulary-based
benchmark measures used to compare the transformer-based indicators with a transparent

lexicon-based alternative.

3.1 Dataset: News Corpus

Our dataset is sourced from Dow Jones Factiva and spans January 2025 to December 2025. We
retain English-language news items classified in the finance industry and restrict the sample
to documents of type article with non-empty full text. Specifically, we exclude observations
with missing or blank article bodies and keep only articles with more than 300 words. The

resulting sample contains 143,755 articles.

3.2 Transformer-Based Sentiment Classification and Document-Level Measures

We measure the sentiment of each article using FInBERT, a BERT-based language model fine-
tuned for financial sentiment classification (Araci, 2019). FInBERT assigns each text unit to one of
three sentiment classes: positive, neutral, or negative. Because BERT-based transformer models
such as FinBERT are subject to input-length constraints, typically 512 tokens, direct classification
of many full-length financial news articles is not feasible.! We therefore adopt a sentence-level
approach: each article is segmented into individual sentences, sentiment is classified separately
for each sentence, and the resulting sentence-level predictions are subsequently aggregated into
document-level sentiment measures. This approach is computationally scalable and allows the
construction of alternative sentiment indicators that emphasize different aspects of article tone.

Table 1 reports descriptive statistics for article length and FInBERT sentence-level classifica-
tions. On average, articles contain approximately 49 sentences, most of which are classified as

neutral, consistent with the largely informational nature of financial news coverage. Sentence-

1Recent transformer architectures, such as Longformer (Beltagy et al., 2020) and BigBird (Zaheer et al., 2020),
can process substantially longer documents through sparse-attention mechanisms. However, their application
to financial sentiment analysis would require the development and validation of a dedicated sentiment model,
including additional labeled data for fine-tuning. In contrast, FInBERT provides a well-established finance-specific
sentiment classifier that can be directly applied at the sentence level. Given the strong performance of transformer-
based sentiment models in financial text, we view sentence-level aggregation as a transparent and computationally
efficient solution, while leaving the development of long-sequence financial sentiment models for future research.
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level sentiment predictions are aggregated into six alternative transformer-based document-
level indicators. Considering multiple aggregation methods allows us to evaluate the robust-
ness of the resulting sentiment dynamics to alternative definitions of article-level tone. The
indices emphasize different dimensions of sentiment, including overall tone, polarity among
sentiment-bearing sentences, sentiment dominance, nonlinear imbalance, opening-sentence
tone, and investor confidence. Detailed definitions, formulas, and illustrative examples are
reported in Appendix A. The baseline measure, index_stat, captures net sentiment relative
to the total number of sentences, thereby accounting for neutral content and article length.
The opening-sentence measure, index_stat_30, applies the same logic to the first 30 sen-
tences, capturing the tone conveyed at the beginning of the article >. The polarity-based
measure, index_pos_neg, focuses only on sentiment-bearing sentences by comparing posi-
tive and negative classifications while excluding neutral sentences. The dominance measure,
index_pos_neg_max, emphasizes the prevailing sentiment direction within the article. The
calibrated measure, index_pos_neg_tanh, applies a nonlinear transformation to sentiment im-
balance in order to attenuate extreme values. Finally, the Investor Confidence Index, index_ICI,

is based on the log-ratio of positive to negative sentence counts.

mean std min 25% 50% 75% max

Number of sentence 4872 5354 1.00 16.00 27.00 50.00 345.00

Positive 6.36 10.87 0.00 0.00 3.00 8.00 166.00
Neutral 3723 46.15 0.00 9.00 18.00 40.00 343.00
Negative 513 9.15 0.00 0.00 1.00 6.00 162.00

Table 1: Descriptive statistics of sentence counts and sentence-level sentiment labels per article

3.3 Vocabulary-Based Benchmark Indices

As abenchmark, we also construct lexicon-based sentiment indices. In particular, we implement
a dictionary-based approach following the aggregation procedure in Shapiro et al. (2022) and
use the economic vocabulary developed by Barbaglia et al. (2025). Including these measures

allows us to compare our transformer-based sentiment indicators with a transparent and widely

2 As an additional robustness specification, we also construct an analogous measure based on the first 10 sentences
of each article. This alternative index is intended to capture the tone conveyed in the very early part of the article
while reducing the influence of later content.
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used alternative in the macro-finance text literature.

The key difference with our transformer-based approach concerns the unit of aggregation.
In the vocabulary-based method, sentiment is observed at the word level only: each token is
matched to the lexicon and assigned a polarity (or score), and the document-level indicator is
obtained by a simple aggregation of these word-level signals (typically a sum or normalized sum
of positive and negative word counts/scores). By contrast, in the transformer-based approach,
sentiment is first inferred at the sentence level using contextual information, and document
sentiment is then constructed by aggregating sentence-level predictions. This distinction is
substantive: lexicon-based indices are simpler and highly interpretable, but they cannot directly
account for sentence context, whereas transformer-based indices are more flexible but require
an additional modeling and aggregation layer.

This comparison is important for two reasons. First, lexicon-based indices are computa-
tionally lightweight and easy to replicate, making them a natural benchmark for large-scale
empirical applications. Second, estimating both approaches on the same corpus allows us to
assess whether the richer contextual information embedded in transformer-based sentiment
measures translates into materially different signals and, ultimately, improved empirical per-
formance. Table 2 reports descriptive statistics for the main document-level sentiment indices
(N = 143,755), while Figure 1 complements these moments by showing their full empirical
distributions. Across all measures, the central tendency is slightly positive (means above zero
and medians that are zero or mildly positive), indicating that the corpus is on average weakly
tilted toward positive tone. At the same time, both the table and the histograms show substan-
tial heterogeneity in dispersion, driven by differences in aggregation rules and normalization

choices.

Vocabulary-Based versus Transformer-Based Sentiment Measures The distributional evi-
dence in Table 2 and Figure 1 highlights a clear contrast between the benchmark vocabulary-
based indices and the transformer-based measures. The benchmark vocabulary-based indices
(index_shapiro and index_barbaglia) are concentrated in a very narrow interval around zero,
with low standard deviations (0.06 and 0.03, respectively), indicating smooth but low-amplitude

variation under word-level aggregation. The polarity-conditional indices (index_pos_neg and

ECB Working Paper Series No 3283 11



mean std min 25% 50% 75% max

index_stat 0.08 024 -1.00 -0.04 0.00 020 1.00
index_stat_30 0.09 025 -1.00 -0.03 0.00 0.22 1.00
index_pos_neg 0.09 068 -1.00 -043 0.00 0.71 1.00

index_pos_neg_max 0.10 0.72 -1.00 -0.60 0.00 0.83 1.00
index_pos_neg_tanh ~ 0.12 040 -1.00 -0.05 0.00 0.31 1.00

index_ICI 022 127 -498 -0.69 0.00 1.10 4.44
index_shapiro 0.05 0.06 -033 0.01 004 0.07 057
index_barbaglia 0.02 0.03 -0.18 -0.00 0.01 0.03 0.25

Table 2: Descriptive statistics of document-level sentiment indices (N = 143,755). The table
reports summary moments for transformer-based and vocabulary-based measures, highlighting
differences in central tendency, dispersion, and support across aggregation methods.

index_pos_neg_max), by contrast, are much more dispersed (std = 0.68 and 0.72) and place sub-
stantial mass toward the bounds in the histograms, reflecting stronger sensitivity to polarized
content because neutral sentences are excluded. The sentence-normalized indices (index_stat
and index_stat_30) are more compressed (std ~ 0.24-0.25) and centered near zero, consistent
with neutral-content dilution. The tanh-calibrated index (index_pos_neg_tanh) lies between
these cases (std = 0.40), showing that nonlinear scaling attenuates extreme values while preserv-
ing directional variation. Finally, index_ICI has the widest support and the largest dispersion
(std = 1.27, range [-4.98, 4.44]), as expected from its unbounded log-ratio construction. Over-
all, the distributional evidence confirms that the choice of aggregation method materially affects
the scale, tail behavior, and interpretability of the resulting sentiment signal. For brevity, we
report only the main specification in the results, as the alternative indices produce highly similar

and largely redundant measures, with limited differences in their empirical performance.
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Figure 1: Empirical distributions of document-level sentiment indices. The figure compares
the full distributions of transformer-based and vocabulary-based measures, highlighting differ-
ences in scale, dispersion, and tail behavior across aggregation methods.
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4 Daily Mood Indices: Construction and Comparison

This section describes how the article-level sentiment measures introduced above are aggre-
gated into daily mood indices. The goal is to construct smooth and interpretable time series
that capture systematic variation in sentiment over the calendar year while accounting for het-

erogeneity in publication volume and persistent differences across publishers. Although the
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underlying sentiment measures differ in their treatment of neutrality, dominance, and nonlin-
ear scaling, they are all aggregated using the same procedure, which makes the resulting daily
indices directly comparable.

For each sentiment index k, let yf]ﬁ; denote the article-level sentiment value for article j,
published by outlet i, on calendar day-of-year d. To recover the average sentiment associated
with each day net of publisher-specific sentiment levels, we estimate the following fixed-effects

regression:

k k k k
vy = ol + Y YA =4} + ), (1)
d’eD

(k)

where a;" captures time-invariant outlet-specific differences in sentiment and ﬁgf) is the average
sentiment associated with calendar day d’. Estimation uses analytic weights proportional to
publication volume so that days with more content receive greater influence. Standard errors
are clustered at the publisher level to allow for arbitrary within-outlet dependence over time.
The estimated day-of-year coefficients {Efik)}de@ define the raw daily mood series for index
k. Because day fixed effects are identified only up to an additive constant, we recenter each

series to have mean zero across observed days. Let

~ 1
B =57 2B @

deD

and define the normalized daily mood index as

k Kz
Mood! = g4 — g®. 3)
For each day d, we also compute a 95% confidence interval, Eg{) +1.96SE (/Ek)) , and apply the

same recentering transformation to the lower and upper bounds. This normalization ensures
that the daily mood profile captures deviations from the annual average sentiment rather than
differences relative to an arbitrary omitted day.

For visualization and cross-index comparison, we report both the raw daily mood series and
a seven-day moving-average version (with corresponding confidence bands), as shown in Fig-

ure 2. Panel 2a displays the raw transformer-based indices, which exhibit strong co-movement
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and similar timing of peaks and troughs despite differences in scale and normalization, while
Panel 2b adds the vocabulary-based indices and applies seven-day smoothing to all series,
reducing short-run volatility and making common dynamics more visible. The figure also
highlights the much narrower support of the vocabulary-based indices relative to the polarity-
based transformer measures. These daily mood profiles are obtained from the nonparametric
day-of-year fixed-effects specification, which allows sentiment to vary flexibly over the calendar
year without imposing a parametric dynamic structure. For each day 4, we compute coverage
diagnostics (number of observations and total analytic weight, i.e., publication volume) and
flag days below the 5th percentile of the annual weight distribution as low-coverage; these days
are retained but explicitly identified in graphical and tabular outputs. Indices are reported
only for days with sufficient underlying observations to enter the estimation sample (days with
no usable data are omitted), and all series are recentered to have mean zero so that they are
directly comparable across specifications. Overall, despite differences in normalization and
smoothness, the indices display strong co-movement, indicating that the main daily sentiment

dynamics are robust to the choice of document-level aggregation method.

4.1 Comovement Across Daily Mood Indices

To assess the internal consistency of the daily mood measures and quantify the extent to
which alternative constructions capture common sentiment dynamics, we compute pairwise
correlations across the six daily indices. We report contemporaneous correlations (lag 0) as well
as lead-lag correlations at one- and two-day horizons, defined as corr(X;, Y;), corr(X;, Y;-1), and
corr(X;, Y;—2). The lead-lag correlations help detect whether differences in normalization or
calibration induce systematic timing shifts in measured sentiment. Correlations are computed
pairwise using all available overlapping observations for each index pair and lag, and we store

both the correlation coefficient and the corresponding sample size.

Table 3: Summary of pairwise correlations p by lag (among the 6 indices, excluding
Shapiro/Barbaglia)

Lag Pairs Mean SD Median Min Max Mean|p| Med|p| %(|p] > 0.7) %(]p] > 0.8) %(|p] > 0.9)

0 15 0903 0.045 0.895 0.835 0.993 0903 0.895 100.0 100.0 40.0
1 15 0.741 0.035 0.746 0.685 0.797 0.741 0.746 93.3 0.0 0.0
2 15 0.645 0.038  0.630 0.592 0.714 0.645 0.630 6.7 0.0 0.0
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Daily mood indices (mean=0; propagated Cl); NO MA
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Figure 2: Comparison of alternative daily mood indices

Table 3 summarizes the distribution of pairwise correlations among the mood indices at

different temporal lags. At lag 0, contemporaneous correlations are very high across all index

pairs, with a mean correlation of 0.903 , and all pairs exhibiting |p| > 0.8; 40% of pairs also
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exceed [p| > 0.9. This indicates strong same-day comovement across indices constructed from
the same underlying information set. Correlations remain positive but decline at lag 1 (mean
0.741, with 93.3% of pairs still above [p| > 0.7. By lag 2, correlations decrease further (mean
0.645, and only 6.7% of pairs remain above |p| > 0.7. Overall, the pattern points to strong
contemporaneous comovement and a rapid decay in cross-index correlation as the temporal lag
increases.

As an additional consistency check, we compare the two vocabulary-based daily mood
indices—index_shapiro and index_barbaglia—with the six transformer-based indices. Ta-
ble 4 reports summary statistics of the pairwise correlations between each vocabulary-based
index and the six transformer-based measures at lags 0, 1, and 2 (where lag 1 corresponds to
corr(Ls, Xi-1)).

The results show contemporaneous alignment between vocabulary-based and transformer-
based measures, but weaker than the correlations observed within the transformer family.
At lag 0, both vocabulary-based indices are moderately to strongly correlated with the six
transformer indices: for index_barbaglia, the mean correlation is 0.765 (range [0.706, 0.840]);
for index_shapiro, the mean correlation is 0.769 (range [0.719, 0.826]). In both cases, all six
pairs exceed |p| > 0.7, but only half exceed |p| > 0.8, and none exceed |p| > 0.9. This contrasts
with the much tighter contemporaneous comovement among transformer-based indices, where
same-day correlations are substantially higher on average and often close to the upper bound.
Correlations remain positive at lag 1 but decay noticeably. For index_barbaglia, the mean
lagged correlation falls to 0.658 (with only 16.7% of pairs above |p| > 0.7); for index_shapiro,
it is slightly higher at 0.670 (with 50.0% of pairs above |p| > 0.7). By lag 2, correlations decline
further to 0.616 for index_barbaglia and 0.631 for index_shapiro, and no pair remains above
lp| > 0.7.

Overall, the evidence suggests that the vocabulary-based indices capture the same broad
daily sentiment dynamics as the transformer-based measures (especially contemporaneously),
but with systematically lower alighment and a more compressed signal. This is consistent with
the earlier distributional evidence: vocabulary-based indices are smoother and lower-amplitude

because they aggregate word-level polarity, whereas transformer-based indices extract senti-
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ment at the sentence level and are more sensitive to contextual polarity and sentiment intensity.

Table 4: Summary of pairwise correlations p by lag

Lag Pairs Mean SD Median Min Max Mean|p| Med|p| %(|p] > 0.7) %(p] > 0.8) %(|p] = 0.9)
Barbaglia vs each of the 6 indices

0 6 0.765 0.062 0.761 0.706 0.840 0.765 0.761 100.0 50.0 0.0

1 6 0.658 0.054 0.652 0.608 0.725 0.658 0.652 16.7 0.0 0.0

2 6 0.616 0.035 0.613 0.580 0.661  0.616 0.613 0.0 0.0 0.0
Shapiro vs each of the 6 indices

0 6 0.769 0.051 0.769 0.719 0.826 0.769  0.769 100.0 50.0 0.0

1 6 0.670 0.044 0.671 0.623 0.723 0.670 0.671 50.0 0.0 0.0

2 6 0.631 0.024 0.635 0.597 0.659 0.631 0.635 0.0 0.0 0.0

As a final consistency check, we examine whether the daily mood indices display mechanical
persistence or systematic calendar patterns that could affect the interpretation of the moving-
average series. Theresults, reported in Appendix B, show only modest short-run autocorrelation
and little persistence beyond the first lag. Residualizing the daily series with respect to weekday
fixed effects leaves the main pattern essentially unchanged, suggesting that the smoothed indices
are not primarily driven by serial dependence in daily sentiment. At the same time, daily
sentiment displays some heterogeneity across weekdays, which motivates the use of calendar

controls when constructing and interpreting the daily mood measures.

5 Human Labeling and Validation Sample

The preceding sections show that transformer-based and vocabulary-based measures produce
related but distinct sentiment signals. However, differences in dispersion, persistence, or co-
movement do not by themselves establish which measure better captures the tone perceived by
human readers. This is particularly important in financial news, where sentiment often depends
on context, negation, and the economic meaning of a statement rather than on isolated positive
or negative words. We therefore validate the alternative text-based sentiment measures against
independent human judgments.

To do so, we conducted a large-scale annotation exercise on a sample of 588 newspaper

articles drawn from the corpus °. Participants were recruited through Prolific (Palan & Schitter,

3The annotation experiment was preregistered prior to data collection on the Open Science Framework (OSF).
The preregistration, including the experimental design, recruitment procedure, and analysis plan, is available at
https:/ /osf.io/5ruva/overview.

ECB Working Paper Series No 3283 18


https://osf.io/5ruva/overview

2018) and each evaluated four randomly assigned articles. Each article was independently rated
by exactly three annotators, yielding 1,776 sentiment evaluations from 444 unique participants.*

Participants assessed the sentiment expressed in each article on a five-point Likert scale
ranging from 1 (Very Negative) to 5 (Very Positive). The instructions emphasized that sentiment
refers to the tone and emotional content of the language, rather than the economic substance
of the article. In addition, participants were asked to predict the sentiment rating that most
other participants would assign to the same article. This second task elicited beliefs about social
consensus and was incentivized using an output-agreement mechanism (Dasgupta & Ghosh,
2013). Participants received a base payment of £1.40 and could earn a bonus of £0.10 per article
if their prediction was within one Likert point of the realized consensus rating. The average
bonus payment was £0.195 (SD = 0.113), ranging from £0 to £0.40.

To promote independent evaluations, copy-and-paste functionality was disabled and par-
ticipants were instructed not to leave or refresh the survey page during the task.” After data
collection, ratings were aggregated at the article level to construct consensus sentiment la-
bels. These labels serve as the benchmark against which automated sentiment measures are
evaluated.

To assess data quality and the reliability of the human sentiment measure, we examine
the agreement between raters. The distribution of ratings shows strong consistency between
individual evaluations and article-level averages. The maximum deviation between any indi-
vidual rating and the mean of the corresponding article is less than one point on the scale of
1-5. The average difference between individual ratings and article means is -0.07, indicating
that there is no systematic bias in individual judgments relative to the aggregated measure. A
Bland-Altman style analysis ° further confirms high agreement, with most observations falling

within a £0.5 point range between individual and aggregated ratings. Given that each article is

A pilot study was conducted to test instructions, timing, and survey functionality. Pilot observations were
excluded from all analyses. Eligibility for the main study was restricted to participants located in the United
Kingdom or the United States who reported English as their first language. Individuals who participated in the
pilot were excluded from the main study.

5Leaving the survey page resulted in the loss of eligibility for the performance-based bonus. These restric-
tions were implemented to reduce the use of external tools and ensure comparable annotation conditions across
participants.

A Bland-Altman analysis (Bland & Altman, 1999) examines agreement by plotting the differences between
paired measurements against their mean, allowing the identification of systematic bias and dispersion.
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Figure 3: Inter-rater agreement and rating consistency. The figure shows the distribution
of individual sentiment ratings, their deviation from article-level averages, and the overall
agreement structure across the three independent evaluators per article.

independently rated exactly three times, these results indicate that the aggregation is based on
a sufficiently dense and balanced structure to ensure a stable measurement of sentiment at the
article level. Overall, the high level of inter-rater agreement supports the use of the averaged
rating across the three evaluators as a reliable ground-truth sentiment measure.The plots are
reported in Figure 3, which summarizes the agreement between individual ratings and aggre-
gated sentiment at the article-level, as well as the distribution of the rating differences between

the evaluators.

6 Validation Against Human Judgments

The human-labeling exercise described in Section 5 establishes an external benchmark, or
ground truth, against which alternative sentiment measures can be now evaluated. This
benchmark was necessary because the previous sections show that transformer-based and
vocabulary-based indices recover related but distinct signals, while differences in scale, disper-
sion, or time-series behavior do not by themselves reveal which measure better captures the tone
perceived by readers. This section therefore uses three complementary exercises the consensus
human labels to assess whether transformer-based measures more closely approximate human
judgments of financial-news sentiment than vocabulary-based benchmarks. This exercise par-
allels the correlation analysis in Section 4.1, but focuses on the labeled validation subsample

and replaces cross-index comovement with agreement relative to the human benchmark. It
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therefore provides a simple measure of external validity and allows us to compare the degree to
which alternative indices track human perceptions of sentiment. Second, we use each sentiment
index separately to predict the human sentiment labels in-sample, both in regressions and in
classification models. This allows us to assess whether each automated measure explains hu-
man ratings and correctly classifies articles as negative, neutral, or positive. Third, we evaluate
out-of-sample performance using train-test splits. We estimate regression and classification
models on a training sample and test them on held-out observations. This provides a stricter
validation exercise by showing whether each sentiment measure generalizes to unseen labeled
texts rather than only fitting the labeled sample.

Together, these exercises assess how closely the automated measures reproduce human
sentiment judgments and whether transformer-based methods improve on vocabulary-based

benchmarks.

6.1 Correlation with Human Sentiment Judgments

Figure 4 presents the correlation matrix for human sentiment ratings and the alternative sen-
timent indices. Consistent with the strong comovement documented in Section 4.1, the auto-
mated measures remain highly correlated with one another in the labeled validation sample.
The purpose of this exercise, however, is different: rather than assessing internal consistency
among indices, it uses the consensus human labels as an external benchmark for evaluating
measurement quality.

All automated measures are positively and substantially correlated with the human bench-
mark, but transformer-based indices consistently display the strongest correlations. This is
consistent with the view that contextual language models better capture semantic nuance in
financial news.”

The matrix also exhibits a pronounced block structure (see green block in Figure 4 ). Human
ratings form a distinct cluster (r = 0.94), transformer-based measures display very high internal

consistency (r = 0.95-0.99), and vocabulary-based indices are themselves highly correlated

(r = 0.98). These clusters suggest that different methodologies recover a common sentiment

The highest correlations with the consensus human rating are obtained by the transformer-based indices (ap-
proximately r = 0.75-0.76), compared with r = 0.71-0.70 for the vocabulary-based measures.
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Figure 4: Pearson Correlation Heatmap

signal while relying on distinct measurement approaches. At the same time, the transformer-
based measures display slightly higher correlations with the human benchmark (approximately
0.75 versus 0.70 for the vocabulary-based measures). This first descriptive comparison suggests
a stronger association between transformer-based sentiment scores and human judgments.
However, correlation alone does not establish the relative quality of the measures, motivating

the regression and classification analyses that follow.

6.2 In-sample analysis

In this section, we assess in-sample agreement with human sentiment labels using three com-
plementary exercises: multiclass classification performance, confusion matrices, and univariate
regressions of human ratings on each automated sentiment measure.

Table 5 reports the in-sample classification performance of the alternative sentiment mea-
sures on the full sample of 588 articles.® The results reveal a clear distinction between
transformer-based and vocabulary-based approaches. All transformer-based indices achieve
similar classification performance, with accuracies ranging from 66% to 68%, balanced accura-

cies between 0.67 and 0.69, and macro-F1 scores between 0.67 and 0.69. We focus primarily on

8For comparability across sentiment measures, continuous sentiment scores were converted into three sentiment
categories (negative, neutral, and positive) using symmetric thresholds of +0.33. Scores below —0.33 were classified
as negative, scores above 0.33 as positive, and the remaining observations as neutral.
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the macro-F1 score, as it is the harmonic mean of precision and recall computed separately for
each class and then averaged across classes. Unlike overall accuracy, this metric accounts for
both false positives and false negatives while assigning equal weight to each sentiment category,
making it particularly appropriate for evaluating multiclass sentiment classification.

By contrast, the vocabulary-based indices obtain a macro-F1 score of only 0.187, indicating
that they perform poorly across the three sentiment categories. Overall, the results suggest
that incorporating contextual information through transformer-based language models sub-
stantially improves the ability to reproduce the sentiment judgments of human annotators

compared with traditional vocabulary-based methods.

Table 5: In-sample classification performance against human sentiment labels

Sentiment Measure Accuracy Balanced Accuracy Macro-F1
Transformer-based measures
index_stat 0.662 0.670 0.668
index_stat_10 0.668 0.678 0.675
index_stat_30 0.662 0.670 0.668
index_pos_neg 0.682 0.693 0.687
index_pos_neg_max 0.682 0.693 0.687
index_pos_neg_tanh  0.682 0.693 0.687
index_ICI 0.682 0.693 0.687
Vocabulary-based measures
index_barbaglia 0.390 0.333 0.187
index_shapiro 0.390 0.333 0.187

Notes: Human sentiment labels are constructed from the consensus rating of annotators. Continuous
sentiment scores are converted into three classes (negative, neutral, positive) using symmetric thresholds
of +£0.33. Accuracy denotes the share of correctly classified articles, balanced accuracy averages recall
across classes, and Macro-F1 is the unweighted average of class-specific F1 scores.

Figure 5 reports the confusion matrices for the alternative sentiment measures. A clear
contrast emerges between transformer-based and vocabulary-based approaches. Transformer-
based indices successfully recover all three sentiment categories and exhibit a strong concen-
tration of observations along the main diagonal, indicating substantial agreement with human
labels. Their classification errors are primarily local: negative and positive articles are occasion-
ally classified as neutral, while direct confusion between negative and positive articles is rare.

This pattern suggests that transformer-based measures capture the direction of sentiment well,

with most disagreements arising for articles whose sentiment is relatively weak or ambiguous.
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Figure 5: Confusion matrices by sentiment measure. Rows correspond to human sentiment la-
bels and columns to predicted labels. Transformer-based measures show substantial agreement
with human evaluations across all sentiment categories, whereas vocabulary-based measures
classify most articles as neutral and exhibit limited ability to distinguish positive from negative
sentiment.

In comparison, the vocabulary-based indices display a degenerate classification pattern. Both
the Barbaglia and Shapiro measures assign virtually all articles to the neutral category, contrary
to the human labelling. As a result, they correctly identify a large share of neutral articles
but fail entirely to distinguish between positive and negative sentiment, producing no correct
classifications in either extreme category. The confusion matrices therefore illustrate that the
superior performance of transformer-based measures stems not only from higher overall ac-
curacy but also from their ability to discriminate across the full sentiment spectrum, whereas
vocabulary-based approaches largely collapse sentiment variation into a single neutral class.
Finally, Table 6 reports univariate OLS regressions of the consensus human sentiment rating
on each automated sentiment measure. All coefficients are positive and highly statistically
significant (p < 0.001), indicating that higher automated sentiment scores are consistently
associated with more positive human evaluations. The explanatory power of the models is
substantial, with R? values ranging from 0.52 to 0.58. Among the transformer-based measures,
the ICI index delivers the strongest performance (R? = 0.581)Vocabulary-based indices exhibit

slightly lower explanatory power with R? values of 0.534 for the Barbaglia index and 0.518 for

ECB Working Paper Series No 3283 24



Table 6: In-sample regression performance against human sentiment labels

Sentiment Measure R? Adj. R? AIC
Transformer-based measures
index_stat 0.551 0550  195.27
index_stat_10 0.553 0552 192.76
index_stat_30 0.551 0.550 195.27
index_pos_neg 0560 0.560 18299

index_pos_neg max 0.560 0.560  182.84
index_pos_neg_tanh 0.558 0557  186.16

index_ICI 0.581 0.581  154.28
Vocabulary-based measures

index_barbaglia 0.534 0533 217.46

index_shapiro 0.518 0517 236.87

Notes: The table reports univariate OLS regressions of the consensus human sentiment rating on each
automated sentiment measure. Higher R? values indicate stronger agreement with human evaluations,
while lower AIC values indicate better model fit. All estimated coefficients are positive and statistically
significant at the 1% level.
the Shapiro index. Overall, the regression results confirm the findings from the correlation and
classification analyses: while all measures capture meaningful variation in human sentiment

judgments, transformer-based approaches provide the closest approximation to the human

benchmark.

6.3 Out-of-Sample Validation

To assess the external validity of the sentiment measures, in this section we conduct an out-of-
sample prediction exercise using a temporal train—test split. Articles are ordered chronologically
and divided into training and test samples. The training sample is used for model selection
and hyperparameter tuning, while all performance metrics are reported on a hold-out test set
containing unseen observations. Model selection is performed using three-fold time-series

cross-validation (TimeSeriesSplit) ?, ensuring that validation observations always occur after

9We use a time-series split (TimeSeriesSplit from scikit-learn) instead of standard k-fold cross-validation because
our data has a natural temporal structure. Newspaper sentiment and human mood ratings are potentially time-
dependent, meaning that observations closer in time are more likely to be correlated. Standard k-fold cross-validation
would randomly shuffle observations and allow information from the future to leak into the training set, leading to
overly optimistic and unrealistic performance estimates.

To preserve the temporal ordering of the data, we implement a three-fold rolling time-series split. In this procedure,
the data are ordered chronologically, and each fold uses earlier observations for training and later observations for
testing. Specifically, in fold 1 the model is trained on the earliest segment of the data and tested on the next time
block; in fold 2 the training window is expanded to include both earlier segments and tested on a later block; and in
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the corresponding training observations. This design prevents look-ahead bias and mimics a
realistic forecasting environment. Hyperparameters are selected using grid search with macro-
F1 as the optimization criterion.

We consider three classification algorithms. First, a Balanced Random Forest classifier is
estimated with the number of trees € 100, 200), maximum tree depth € 3, 4, 5), minimum split
size € 2,5), and minimum leaf size € 1, 2) selected via cross-validation. Second, we estimate a
Ridge classifier with regularization parameter a € 0.1,1,10,100. Third, we estimate a Support
Vector Machine (SVM) classifier with penalty parameter C € 0.01,0.1, 1, 10, kernel type (1inear,
rbf), and kernel parameter y € scale, auto,(0.1,1. All models are trained on the same three-

class sentiment labels used in the in-sample classification exercise.

Out-of-Sample Classification Performance Table 7 reports classification performance on the
hold-out test sample. Among the machine-learning models, the SVM achieves the highest
macro-F1 score (0.627), while the Ridge classifier attains the highest accuracy (0.627) and bal-
anced accuracy (0.639). The Balanced Random Forest exhibits the strongest in-sample perfor-
mance but experiences a larger decline on the test set, suggesting some degree of overfitting.
Across all specifications, positive articles remain the easiest category to classify, whereas neutral
articles continue to be the most difficult.

A notable result is that the best-performing transformer-based sentiment indices perform
at least as well as the more complex machine-learning classifiers. The index_pos_neg, and
index_ICI measures achieve a macro-F1 score of 0.638 and an accuracy of 0.627, matching or
slightly exceeding the predictive performance of the Ridge and SVM classifiers. This finding
suggests that the transformer-derived sentiment measures already capture most of the infor-
mation relevant for reproducing human sentiment judgments. Additional machine-learning
layers provide only limited incremental gains.

In contrast, the vocabulary-based measures perform poorly out of sample. Both the Barbaglia

and Shapiro indices achieve a balanced accuracy of 0.33 and a macro-F1 score of 0.16, indicating

fold 3 the model is trained on all previous data except the final segment, which is used as the test set.

This structure ensures that the model is always evaluated on genuinely unseen future observations relative to
the training data, thereby providing a more realistic assessment of out-of-sample predictive performance. It also
allows us to evaluate the stability of transformer-based and dictionary-based sentiment measures across different
time periods, reducing the risk that results are driven by a single temporal split.
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performance close to random classification. Taken together, the results confirm the superiority
of transformer-based approaches and demonstrate that their advantage persists when evaluated
on unseen articles.

Table 7: Out-of-sample classification performance

Method Accuracy Balanced Accuracy Macro-F1
Machine-learning models

Balanced Random Forest 0.593 0.601 0.611
Ridge Classifier 0.627 0.639 0.623
SVM 0.610 0.619 0.627
Transformer-based indices

index_stat 0.610 0.611 0.622
index_pos_neg 0.627 0.630 0.638
index_pos_neg_max 0.627 0.630 0.638
index_ICI 0.627 0.630 0.638
Vocabulary-based indices

index_barbaglia 0.322 0.333 0.162
index_shapiro 0.322 0.333 0.162

Notes: Models are trained using a temporal train—test split. Hyperparameters are selected via three-
fold time-series cross-validation using macro-F1 as the optimization criterion. Reported values refer to
performance on the hold-out test sample.

Although the machine-learning classifiers are trained directly on our manually labeled
dataset, they only marginally outperform the transformer-based sentiment indices on the hold-
out sample. This result is noteworthy because the indices are constructed from FinBERT
sentiment scores rather than being optimized for our specific classification task. The limited
performance gap suggests that the information captured by the FinBERT-based sentiment in-
dices is already sufficient to approximate the overall mood expressed in the articles, leaving
little additional predictive signal for more flexible classifiers to exploit. At the same time, these
findings point to a promising direction for future research. Rather than relying on a general-
purpose financial language model, it may be possible to develop a transformer specifically
trained on our corpus, using document-level sentiment annotations instead of sentence-level
predictions. Such a model could produce a document-level mood index that more accurately
captures the contextual and narrative aspects of newspaper articles, potentially improving upon

the current FinBERT-based index.
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Out-of-Sample Regression Performance Table 8 reports the results of the out-of-sample re-
gression performance. In general, all machine-learning models trained on transformer embed-
dings exhibit strong predictive performance on the hold-out test sample, explaining approx-
imately 68-69% of the variation in human sentiment ratings. The Random Forest achieves
the highest out-of-sample fit (R?> = 0.688), followed closely by Ridge regression with PCA
(R? = 0.685) and Support Vector Regression (R?> = 0.679). The similarity of these results
suggests that the predictive signal contained in the transformer embeddings is robust across
alternative modeling approaches.

Comparison with sentiment indices yields two additional insights. First, the transformer-
based sentiment index (index_stat) retains substantial predictive power out of sample (R? =
0.632), confirming that a single sentiment score can summarize a large share of the information
contained in the full embedding representation. Second, vocabulary-based measures perform
considerably worse, with out-of-sample R? values of 0.295 for the Shapiro index and 0.183 for
the Barbaglia index. These results indicate that contextual language representations capture
dimensions of sentiment that are largely missed by traditional vocabulary-based approaches.

Taken together, the out-of-sample evidence reinforces the findings of the correlation, classi-
fication, and in-sample regression analyses. Transformer-based methods consistently provide
the closest approximation to human sentiment judgments and maintain their advantage when

evaluated on previously unseen articles.

Model selection. Hyperparameters were selected using three-fold time-series cross-validation
on the training sample, with the coefficient of determination (R?) as the optimization criterion.
For the Random Forest regressor, the search grid included the number of trees € 100,200),
maximum depth € 3,4,5), minimum split size € 2,5), and minimum leaf size . The selected
specification used 200 trees, a maximum depth of 5, a minimum split size of 5, and a mini-
mum leaf size of 2. For Ridge regression and Support Vector Regression (SVR), transformer
embeddings were standardized and reduced using Principal Component Analysis (PCA). The
optimal Ridge specification retained 10 principal components with a regularization parameter
of @ = 0.1, while the best-performing SVR retained 10 principal components and employed

a linear kernel with C = 10 and y = scale. Cross-validation scores were remarkably similar
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across models, ranging from R? = 0.663 for Random Forest to R? = 0.668 for SVR, suggesting
that predictive performance is driven primarily by the information contained in the embeddings

rather than by the specific regression algorithm.

Table 8: Out-of-sample regression performance

Method R? RMSE MAE

Machine-learning models
Random Forest  0.688 0.231 0.193
Ridge + PCA 0.685 0.232 0.192

SVR + PCA 0.679 0234 0.191
Transformer-based index
index_stat 0.632 0.251 0.209

Vocabulary-based indices
index_shapiro ~ 0.295 0.347 0.299
index_barbaglia 0.183 0.374 0.324

Notes: Models are estimated on a training sample and evaluated on a temporally separated hold-out
test sample. Hyperparameters are selected via three-fold time-series cross-validation. Reported metrics
include the coefficient of determination (R?), root mean squared error (RMSE), and mean absolute error
(MAE).

7 Concluding Remarks

In this paper, we revisit the construction of daily news-based mood indices by replacing tradi-
tional dictionary-based sentiment scoring with a context-sensitive transformer approach while
preserving a transparent and interpretable aggregation framework. Using a corpus of more than
140,000 financial news articles from Dow Jones Factiva, we classify sentiment at the sentence
level with FinBERT, construct alternative article-level sentiment measures that differ in their
treatment of neutrality, their handling of sentiment imbalance between positive and negative
content, and whether they incorporate the positional importance of sentiment-bearing sentences
within the document and aggregate these into daily mood indices after controlling for publisher
and calendar effects. This framework allows a direct comparison between transformer-based
and vocabulary-based sentiment measures under a common empirical design.

Our results show that the method used to extract sentiment has important implications

for the resulting mood indices. Transformer-based measures generate sentiment distributions
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that are more dispersed and more polarized than vocabulary-based benchmarks, which are
concentrated around zero and therefore produce smoother, lower-amplitude signals. Despite
differences in article-level aggregation, the alternative transformer-based indices display strong
contemporaneous co-movement, indicating that the underlying daily sentiment dynamics are
robust to the specific aggregation rule. Vocabulary-based indices capture similar broad move-
ments over time but substantially compress sentiment variation, especially around the neutral
category.

The analysis also highlights the importance of accounting for calendar effects when con-
structing daily mood indicators. Although daily sentiment exhibits only limited serial de-
pendence beyond the first lag, both the level and dispersion of sentiment vary systematically
across weekdays. Ignoring these regularities may therefore introduce unnecessary variation
into high-frequency sentiment measures.

To assess which approach better reflects perceived sentiment, we validate the indices against
abenchmark constructed from an incentivized human annotation exercise conducted on Prolific.
Across correlations, regression models, and both in-sample and out-of-sample classification
exercises, transformer-based measures consistently outperform vocabulary-based alternatives
and provide a substantially closer approximation to human sentiment judgments. The out-
of-sample analysis is particularly informative: machine-learning models trained directly on
our manually labeled data improve only marginally upon the best transformer-based indices.
This finding suggests that the information extracted by FInBERT already captures most of the
signal required to reproduce human assessments of financial-news sentiment, leaving relatively
limited scope for additional gains from downstream predictive models.

Methodologically, the paper demonstrates that sentiment measurement depends not only on
the underlying language model but also on the aggregation strategy used to transform sentence-
level predictions into document- and day-level indices. By systematically comparing alternative
aggregation schemes within a common framework, we provide a transparent methodology that
can be readily adapted to different datasets, languages, and macro-finance applications.

Several avenues for future research naturally emerge from our findings. First, while the

results indicate that a pre-trained financial language model such as FInBERT provides an ex-
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cellent basis for measuring news sentiment, future work could develop a transformer model
trained directly on our annotated corpus. In particular, training the model using document-
level human annotations rather than aggregating sentence-level predictions would allow it to
learn sentiment from the complete narrative and contextual structure of financial news articles.
Such an approach could produce a document-level mood index that more closely reflects hu-
man perceptions of economic news while remaining suitable for high-frequency monitoring.
Second, future research should explore the broader economic applications of the proposed
indices, including their ability to explain and forecast financial-market dynamics, macroeco-
nomic expectations, and business-cycle fluctuations, extending recent work such as Borgioli
et al., 2024.

Overall, the evidence suggests that transformer-based sentiment analysis represents more
than a robustness check against dictionary-based methods. By exploiting contextual infor-
mation, transformer models recover aspects of sentiment that vocabulary-based approaches
systematically smooth out while maintaining an aggregation framework that is transparent,
interpretable, and easy to replicate. Transformer-based daily mood indices therefore provide a
more accurate and informative measure of financial-news sentiment and offer a promising tool

for real-time monitoring and empirical research in macroeconomics and finance.

References

Aguilar, P, Ghirelli, C., Pacce, M., & Urtasun, A. (2021). Can news help measure economic
sentiment? an application in covid-19 times. Economics Letters, 199, 109730.

Antweiler, W., & Frank, M. Z. (2004). Is all that talk just noise? the information content of internet
stock message boards. The Journal of finance, 59(3), 1259-1294.

Aprigliano, V., Emiliozzi, S., Guaitoli, G., Luciani, A., Marcucci, J., & Monteforte, L. (2023).
The power of text-based indicators in forecasting italian economic activity. International
Journal of Forecasting, 39(2), 791-808.

Araci, D. (2019). Finbert: Financial sentiment analysis with pre-trained language models. arXiv
preprint arXiv:1908.10063.

Arcin, A. C,, Esclanda-Lo, C., Ong, C. A,, & Reyes, R. (2025). Constructing high-frequency and
thematic economic sentiment indicators from online news articles: Applications in the philippine
context (tech. rep.). Bank for International Settlements.

Ashwin, J., Kalamara, E., & Saiz, L. (2024). Nowcasting euro area gdp with news sentiment: A
tale of two crises. Journal of Applied Econometrics, 39(5), 887-905.

ECB Working Paper Series No 3283 31



Barbaglia, L., Consoli, S., & Manzan, S. (2023). Forecasting with economic news. Journal of
Business & Economic Statistics, 41(3), 708-719.

Barbaglia, L., Consoli, S., & Manzan, S. (2024). Forecasting gdp in europe with textual data.
Journal of Applied Econometrics, 39(2), 338-355.

Barbaglia, L., Consoli, S., Manzan, S., Tiozzo Pezzoli, L., & Tosetti, E. (2025). Sentiment analysis
of economic text: A lexicon-based approach. Economic Inquiry, 63(1), 125-143.

Beltagy, 1., Peters, M. E., & Cohan, A. (2020). Longformer: The long-document transformer.
arXiv preprint arXiv:2004.05150.

Bland, J. M., & Altman, D. G. (1999). Measuring agreement in method comparison studies.
Statistical methods in medical research, 8(2), 135-160.

Borgioli, S., Gallo, G. M., & Ongari, C. (2024). Financial returns, sentiment and market volatility.
a dynamic assessment.

Chen, L., & Mankad, S. (2025). A structural topic and sentiment-discourse model for text
analysis. Management Science, 71(7), 5767-5787 .

Dasgupta, A., & Ghosh, A. (2013). Crowdsourced judgement elicitation with endogenous pro-
ficiency. Proceedings of the 22nd international conference on World Wide Web, 319-330.

de Bondt, G. J., & Sun, Y. (2025). Enhancing gdp nowcasts with chatgpt: A novel application of pmi
news releases. ECB Working Paper.

Devlin, J. (2018). Bert: Pre-training of deep bidirectional transformers for language understand-
ing. arXiv preprint arXiv:1810.04805.

Frankel, R., Jennings, J., & Lee, J. (2022). Disclosure sentiment: Machine learning vs. dictionary
methods. Management Science, 68(7), 5514-5532.

Garcia, D., Hu, X., & Rohrer, M. (2023). The colour of finance words. Journal of Financial Economics,
147(3), 525-549.

Grof3-Klufimann, A. (2024). Learning deep news sentiment representations for macro-finance.
Digital Finance, 6(3), 341-377.

Jiang, T., & Zeng, A. (2023). Financial sentiment analysis using finbert with application in
predicting stock movement. arXiv preprint arXiv:2306.02136.

Kalamara, E., Turrell, A., Redl, C., Kapetanios, G., & Kapadia, S. (2022). Making text count:
Economic forecasting using newspaper text. Journal of Applied Econometrics, 37(5), 896—
919.

Lagerborg, A., Pappa, E., & Ravn, M. O. (2023). Sentimental business cycles. The Review of
Economic Studies, 90(3), 1358-1393.

Liu, Q., Liu, Y., & Son, H. (2025). From emotion to action: How intraday investor sentiment
drives market microstructure. Borsa Istanbul Review, 100775.

Ludwig, J., Mullainathan, S., & Rambachan, A. (2025). Large language models: An applied econo-
metric framework (tech. rep.). National Bureau of Economic Research.

ECB Working Paper Series No 3283 32



Lukauskas, M., Pilinkiené, V., Bruneckiené¢, J., StundZiene, A., Grybauskas, A., & Ruzgas, T.
(2022). Economic activity forecasting based on the sentiment analysis of news. Mathe-
matics, 10(19), 3461.

Magro, M. M., & Saiz, L. (2025). What can newspaper articles reveal about the euro area
economy?

Marcucci, J. (2024). Macroeconomic forecasting with text-based data. Chapters, 425-468.

Palan, S., & Schitter, C. (2018). Prolific. ac—a subject pool for online experiments. Journal of
behavioral and experimental finance, 17, 22-27.

Rambaccussing, D., & Kwiatkowski, A. (2020). Forecasting with news sentiment: Evidence with
uk newspapers. International Journal of Forecasting, 36(4), 1501-1516.

Ravi, V., Srivastava, V. K., Singh, M. P.,, Chippagiri, S., Kassetty, N., Vardhineedi, P. N., Burila,
R.K., & Prova, N. N. I. (2025). Large language models (llms) for financial sentiment anal-
ysis and market forecasting. 2nd International Conference on Sustainable Business Practices
and Innovative Models (ICSBPIM-2025), 681-694.

Seo, B., Lee, Y., & Cho, H. (2024). Measuring news sentiment of korea using transformer. Korean
Economic Review, 40(1), 149-176.

Shapiro, A. H., Sudhof, M., & Wilson, D. J. (2022). Measuring news sentiment. Journal of econo-
metrics, 228(2), 221-243.

Siano, F. (2025). The news in earnings announcement disclosures: Capturing word context using
Ilm methods. Management Science, 71(11), 9831-9855.

Zaheer, M., Guruganesh, G., Dubey, K. A,, Ainslie, J., Alberti, C., Ontanon, S., Pham, P., Ravula,
A.,Wang, Q., Yang, L., et al. (2020). Big bird: Transformers for longer sequences. Advances
in neural information processing systems, 33, 17283-17297.

Zhang, L., Fu, S., & Li, B. (2018). Research on stock price forecast based on news sentiment
analysis—a case study of alibaba. International Conference on Computational Science, 429—
442,

Zhang, Y. (2025). Interpretable machine learning for macro alpha: A news sentiment case study.
arXiv preprint arXiv:2505.16136.

ECB Working Paper Series No 3283 33



A Construction of Document-Level Sentiment Measures

We begin from sentence-level sentiment predictions generated by a multiclass classifier. For
each sentence s, the model outputs log-probabilities over three sentiment classes—positive,

negative, and neutral—denoted by

gs = (gs,pOSI gs,neg/ es,neu)*

The predicted sentiment label is assigned using the arg max rule. Each sentence-level prediction
is then mapped into a one-hot encoded vector in R3, where positive, negative, and neutral labels
correspond respectively to [1,0,0], [0,1,0], and [0, 0,1]. For a given document, sentence-level

one-hot vectors are summed across all sentences, yielding document-level counts

(pos, neg, neu) = Z one_hot(ys),

S

which represent the number of positive, negative, and neutral sentences in the text.

Baseline sentiment index. The first index, denoted index_stat, measures net sentiment per

sentence while explicitly accounting for neutral content. It is defined as

pos —neg

index_stat = ,
pos +neg +neu

and takes values in the interval [-1, 1]. This index captures average sentiment intensity at the
sentence level, with neutral sentences diluting polarity. As aresult, itis stable and length-aware,

but may understate sentiment when documents contain a large fraction of neutral sentences.

Early-sentiment indices. To account for the possibility that early content disproportion-
ately shapes readers’ perceptions, we construct a family of early-sentiment indices, denoted
index_stat_n_fun(n). For each document, we retain only the first n sentences and compute

the average one-hot prediction

p= (ppOS/ pneg/ pneu)'
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The early-sentiment index is then defined as ppos — Pneg- This measure captures first-impression

sentiment but discards later content and is sensitive to sentence ordering.

Polarity-conditional index. The second main index, index_pos_neg, focuses exclusively on

polarized content by ignoring neutral sentences. It is defined as

0, if pos = neg,
ind _
index_pos_neg pos — neg .
———=, otherwise,
pos +neg

and lies in [-1, 1]. This index captures net polarity conditional on the presence of non-neutral
sentences. While it emphasizes clearly polarized content, it can be unstable when the number

of positive and negative sentences is small.

Dominance-based index. To measure the dominance of the prevailing sentiment, we define

index_pos_neg_max as

0, if pos = neg,

index_pos_neg_max =

pos —neg )
———=—  otherwise.
max(pos, neg)

This index also lies in [-1, 1] and highlights how strongly the majority sentiment exceeds the
minority. However, it is discontinuous at ties and discards information about the overall volume

of sentiment-bearing sentences.

Tanh-calibrated margin index. To smooth extreme values and reduce sensitivity to large

sentiment imbalances, we construct a tanh-calibrated index:

_ pos —neg
index_pos_neg_tanh = tanh .

max(neu, 1)

This specification normalizes the sentiment margin by the amount of neutral content, thereby
penalizing overconfidence in documents with substantial neutral language. The lower bound

on the denominator prevents instability when neu is close to zero.
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Investor Confidence Index (ICI). Asan alternative aggregation measure, we adopt an Investor
Confidence Index (ICI) inspired by Antweiler and Frank, 2004; Liu et al., 2025, defined as the

log ratio of positive to negative sentences:

1
ICI = ln(ﬂ) .

1+neg

This transformation yields a signed indicator that increases as positive sentences become more

prevalent and decreases as negative sentences dominate. By construction, ICI = 0 when pos =

neg; ICI > 0 indicates relatively more positive tone, whereas ICI < 0 indicates relatively more

negative tone. The additive constants ensure numerical stability when either pos = Oorneg = 0.
Because the index is the logarithm of a positive ratio, it is not bounded in [-1, 1]. Its support

is

ICI € (=00, +00).

In practice, the empirical range is much narrower because sentence counts are finite. The
logarithmic transformation also emphasizes relative differences between positive and negative
counts (i.e., ratios), thereby compressing extreme values compared with linear count-based

measures.

Illustrative example. The different document-level indices capture distinct dimensions of
sentiment because they differ in how they treat neutral content, sentiment imbalance, and scale. The
baseline index (index_stat) measures net sentiment relative to total sentences and is therefore
length-aware and strongly diluted by neutral content, making it conservative and stable for
information-heavy articles. By contrast, index_pos_neg and index_pos_neg_max focus only on
polarized sentences: the former measures net polarity conditional on non-neutral content, while
the latter emphasizes dominance of the majority sentiment over the minority. The tanh-based
index (index_pos_neg_tanh) combines both ideas by smoothing extreme margins and scaling
the sentiment gap by neutral content, thus penalizing overconfidence when articles are mostly
descriptive. Finally, the Investor Confidence Index (ICI) summarizes sentiment through a log-
ratio of positive to negative counts; it is unbounded and depends on the relative balance between

positive and negative tone rather than on total document length. In practice, these indices are
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complementary: some are better suited for capturing broad document tone (index_stat), others
for extracting pure polarity from opinionated text (index_pos_neg, index_pos_neg_max), and
others for robust nonlinear scaling (index_pos_neg_tanh, ICI).

To illustrate the differences across indices, consider a document with 20 sentences, of which
pos = 8 are positive, neg = 5 are negative, and neu = 7 are neutral. The resulting document-

level indices are
index_stat = 0.15, index_pos_neg ~ 0.23, index_pos_neg_max = 0.375,

index_pos_neg_tanh = 0.40, ICI ~ 0.41.

For the early-sentiment index, if the first n = 5 sentences contain 2 positive, 1 negative, and 2
neutral labels, then index_stat_n_fun(5) = ppos = Pneg = 2/5—1/5 = 0.20.
Now consider a second document with the same sentiment margin (pos — neg = 3) but much

more neutral content, e.g., pos = 8, neg = 5, neu = 27 (40 sentences in total). Then
index_stat ~ 0.23, index_pos_neg_max = 0.375,

index_pos_neg_tanh ~ 0.11, ICI =~ 0.41.

This comparison shows that index_stat and index_pos_neg_tanh are sensitive to neutral-
content dilution, whereas index_pos_neg, index_pos_neg_max, and ICI depend only on the

positive-negative balance.

B Serial Dependence and Day-of-Week Effects

Table B.1 indicates that daily sentiment indices exhibit only modest short-run persistence and
limited autocorrelation beyond the first lag, both before and after weekday adjustment. A
useful distinction emerges between transformer-based and vocabulary-based measures. In
the raw series (Panel a), the vocabulary-based indices (index_barbaglia and index_shapiro)
show statistically significant positive autocorrelation at lag 1 (both around 0.16), whereas most

transformer-based indices have smaller and generally insignificant lag-1 coefficients (typically

ECB Working Paper Series No 3283 37



Table A.1:

Summary of document-level sentiment aggregation methods

Index What it captures Range Neutral sentences Main trade-off
index_stat Overall net senti- [-1,1] Included (dilution) Stable and length-aware, but
ment per sentence conservative in neutral-heavy
texts
index_stat_(n) Early-sentence sen- [-1,1] Included in first-n av- Captures opening tone, but ig-
timent (first im- erage nores later content and depends
pression) on sentence order
index_pos_neg Net polarity [-1,1] Ignored Highlights polarity, but can be
among polarized unstable when few polarized
sentences sentences are present
index_pos_neg_max Dominance of ma- [-1,1] Ignored Emphasizes dominance, but ig-
jority sentiment nores sentiment volume and is
tie-sensitive
index_pos_neg_tanh Smoothed polarity [-1,1] Used in denominator Penalizes overconfidence and
scaled by neutral (max(neu, 1)) compresses extremes, but is less
content directly interpretable
ICI Log-ratio of pos- (—o0,+00) Ignored Captures relative balance and

itive vs. negative
sentences

compresses extremes, but is un-
bounded

around 0.09-0.13, with index_ici as an exception at 0.131). This pattern is consistent with the
smoother, more compressed dynamics of vocabulary-based indices. After removing weekday
effects (Panel b), the overall picture remains similar: lag-1 persistence is still modest, most
intermediate lags remain close to zero, and there is little evidence of sustained serial depen-
dence. At the same time, several indices—including both vocabulary-based measures and
some transformer-based variants—display significant negative autocorrelation at longer hori-
zons (especially lag 14), suggesting mild mean reversion or periodic adjustment rather than
persistent momentum. Overall, the table shows that the main signal in daily mood indices is
not strong serial persistence, and that vocabulary-based indices differ primarily by exhibiting

slightly smoother short-run dynamics than the transformer-based measures.

B.1 Serial Dependence and Day-of-Week Effects

As a robustness check, we examine serial dependence in the daily sentiment measures before
constructing moving-average indices. For each index, we compute autocorrelations between
the daily series and its k-day lag, for k = 1,...,14. Because weekday patterns may mechan-
ically generate apparent persistence, especially at weekly horizons, we also residualize each

daily series with respect to weekday fixed effects and recompute the autocorrelations on the
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residuals. Finally, we compute lag-k correlations within weekday subsamples to assess whether
weekly dependence is concentrated on specific calendar days. Table B.1 shows that the daily
sentiment indices exhibit only modest short-run persistence and little autocorrelation beyond
the first lag, both before and after weekday adjustment. Vocabulary-based indices display
somewhat stronger lag-1 autocorrelation than most transformer-based indices, consistent with
their smoother and more compressed dynamics. After removing weekday effects, lag-1 persis-
tence remains limited, intermediate lags are close to zero, and some indices display negative
autocorrelation at longer horizons, especially around lag 14. Overall, the evidence does not
indicate strong serial dependence in daily mood. Instead, part of the apparent weekly depen-
dence appears to reflect calendar-specific variation. Table B.2 reports summary statistics of
the daily sentiment index aggregated by weekday, showing clear heterogeneity in sentiment
levels across the week. Tuesday exhibits the highest average sentiment (mean = 0.744), together
with relatively high dispersion, while Friday is the weakest day on average (mean = -0.025),
suggesting slightly negative or neutral tone at the end of the working week. Midweek days
show mixed patterns, with Wednesday displaying the lowest central tendency and occasional
negative values, whereas Thursday shows a rebound in sentiment levels. Weekend days are
generally more stable, with Saturday showing relatively low variance and mildly positive sen-
timent, while Sunday exhibits higher mean sentiment but also greater variability, indicating
occasional extreme observations. Figure B.1 of the sentiment index over time further shows
that newspaper mood is highly dynamic, with clear short-run fluctuations and periods of ele-
vated or reduced sentiment rather than a smooth trend, suggesting that sentiment is primarily
driven by time-varying news shocks rather than long-run deterministic movements.

Table B.3 reports the correlation structure of all sentiment indices across weekdays at short-
run (lag 1) and medium-run (lag 14) horizons. The results indicate clear evidence of short-
run persistence, particularly on Tuesdays, where most indices exhibit positive and statistically
significant lag-1 correlations, suggesting that sentiment shocks tend to persist within the weekly
cycle. By contrast, Fridays show weaker and in some cases negative short-run persistence,
consistent with faster mean reversion toward the end of the week. At the 14-day horizon, the

pattern becomes more heterogeneous, with several indices displaying reversal effects, especially

ECB Working Paper Series No 3283 40



on Tuesdays and Fridays, where correlations turn negative or lose significance. Overall, the
evidence points to a combination of short-run persistence and medium-run reversion, indicating
that sentiment dynamics exhibit both momentum and cyclical adjustment depending on the

weekday and the time horizon.

501 weekday
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Figure B.1: Day-of-week patterns in daily sentiment (0 = Monday, 6 = Sunday). The figure
shows that Tuesday exhibits the highest average sentiment level over time.

Table B.2: Summary statistics of daily sentiment by weekday

Weekday count mean std min 25% 50% 75% max
Monday 37 0.245 0.132 -0.257 0.217 0.265 0.305 0.516
Tuesday 32 0.744 0418 0.039 0.367 0.770 0.994 1.739
Wednesday 20 0.129 0236 -0.378 -0.116 0.240 0.294 0.434
Thursday 28 0.416 0337 -0.174 0.226 0281 0.522 1.238
Friday 35 -0.025 0.273 -0453 -0.218 -0.133 0.217 0.538
Saturday 35 0.288  0.089 0.148 0.213 0.300 0.342 0.528
Sunday 16 0450 0.478 -0.979 0.262 0.623 0.739 1.021

B.2 Literature Review: Summary of Existing Evidence

Table B.4 provides a structured overview of the existing literature on sentiment measurement
in news and macro-finance, summarizing the scope, methodologies, and main findings of key

contributions.

ECB Working Paper Series No 3283 41



Table B.3: Weekday drivers of dependence (lags 1 and 14)

Index Series Lag Mon Tue Wed Thu Fri Sat  Sun
index_shapiro raw 1 0.191 0.538*** 0.353 -0.065 -0.070 0.256* 0.530**
(0.359) (0.001) (0.134) (0.764) (0.706) (0.093) (0.013)
index_shapiro raw 14 -0.094 -0.325* 0.676** 0.193 -0.455*** 0.034 -0.161
(0.538) (0.055) (0.042) (0.365) (0.005) (0.828) (0.508)
index_shapiro wdresid 1 0.191 0.538*** 0.353 -0.065 -0.070 0.256* 0.530**
(0.359) (0.001) (0.134) (0.764) (0.706) (0.093) (0.013)
index_shapiro wdresid 14 -0.094 -0.325* 0.676** 0.193 -0.455*** 0.034 -0.161

(0.538) (0.055) (0.042) (0.365) (0.005) (0.828) (0.508)

index_barbaglia raw 1 0.206 0.424*** 0.375 0.021 -0.048 0.389** 0.519**
(0.323) (0.007) (0.112) (0.924) (0.796) (0.011) (0.015)
index_barbaglia raw 14 0.019 -0.319* 0.590* 0.204 -0.492*** 0.022 -0.143
(0.898) (0.059) (0.077) (0.338) (0.002) (0.888) (0.556)
index_barbaglia wdresid 1 0.206 0.424*** 0.375 0.021 -0.048 0.389** 0.519**
(0.323) (0.007) (0.112) (0.924) (0.796) (0.011) (0.015)
index_barbaglia wdresid 14 0.019 -0.319* 0.590* 0.204 -0.492*** 0.022 -0.143
(0.898) (0.059) (0.077) (0.338) (0.002) (0.888) (0.556)

index_ici raw 1 -0.060 0.450*** 0.532** 0.010 0.128 0.020 0.364*
(0.775) (0.004) (0.024) (0.964) (0.492) (0.896) (0.088)
index_ici raw 14 -0.001 -0.406* 0362 -0294 0240 0.096 0.023
(0.996) (0.016) (0.277) (0.168) (0.139) (0.542) (0.923)
index_ici wdresid 1 -0.060 0.450** 0.532** 0.010 0.128 0.020 0.364*
(0.775) (0.004) (0.024) (0.964) (0.492) (0.896) (0.088)
index_ici wdresid 14 -0.001 -0.406** 0.362 -0.294 0240 0.096 0.023

(0.996) (0.016) (0.277) (0.168) (0.139) (0.542) (0.923)

index_pos_neg_max raw 1 -0.157 0.458*** 0.491** -0.088 0.070 0.012 0.290
(0.450) (0.003) (0.037) (0.687) (0.707) (0.935) (0.174)
index_pos_neg_max raw 14 0.007 -0.436*** 0.284 -0.065 0.304* 0.067 -0.067
(0.966) (0.010) (0.395) (0.761) (0.061) (0.670) (0.784)
index_pos_neg_max wdresid 1 -0.157 0.458*** 0.491** -0.088 0.070 0.012 0.290
(0.450) (0.003) (0.037) (0.687) (0.707) (0.935) (0.174)
index_pos_neg_max wdresid 14 0.007 -0.436*** 0.284 -0.065 0.304* 0.067 -0.067
(0.966) (0.010) (0.395) (0.761) (0.061) (0.670) (0.784)

index_stat_30 raw 1 0033 0359* 0412* -0.047 -0.015 0011 0.210
(0.873) (0.022) (0.081) (0.829) (0.937) (0.943) (0.325)
index_stat_30 raw 14 0013 -0.457*** 0387 -0.360* 0216 0.073 -0.110
(0.932) (0.007) (0.246) (0.091) (0.183) (0.645) (0.650)
index_stat_30 wdresid 1 0.033 0359** 0.412* -0.047 -0.015 0.011 0210
(0.873) (0.022) (0.081) (0.829) (0.937) (0.943) (0.325)
index_stat_30 wdresid 14 0.013 -0.457%* 0.387 -0.360* 0216 0.073 -0.110

(0.932) (0.007) (0.246) (0.091) (0.183) (0.645) (0.650)
Notes: Each cell reports the correlation between the current-day value and its lagged value within the indicated
weekday subsample (Monday-Sunday), for lags k € {1, 14}. Statistical significance is based on the correlation
p-value and is denoted by *p < 0.10, ™p < 0.05, and **p < 0.01. The second line in each cell reports the
corresponding p-value in parentheses.
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